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�Part II

Document Control

Issue Number�Issue Date�Reason for Change��1.0�7/7/97�Initial Revision.����������Executive Summary 

The aims of the EuroView project are to deliver usable, accessible and highly functional directory services to European administrations. Effective delivery of the service dictates that a balance must be achieved between a number of conflicting factors:

Interfaces must be easy to use, little or no training should be necessary.

Interfaces that exploit the full functionality of the directory must be available.

Services must be readily accessible, ideally from existing desktop software. Most (if not all) user sites do not want to have to install software on the machines of all of their users.

The question is essentially of investment versus return: user sites don’t have effort available to invest in a relatively untried service (and so wish to avoid significant training, installation and maintenance overheads) but at the time same want to gain as much benefit as possible and see what future gains can be made, and what the real service requirements are.

To achieve this the project intends to produce a spectrum of user interface tools that vary in the way they address the user access requirement: on the one hand offering accessibility by making use of existing tools (low overhead), and on the other providing new, highly functional and well integrated tools (higher overhead).

The protocols used for service delivery will be HTTP (the World Wide Web), and LDAP. Use of HTTP means that the directory can be accessed from the user’s desktop (via a Web browser) without the need to install additional software. This method, to a great extent, also avoids the need for installation of local server software as the service can be contacted at a central point. This approach will solve the need for widespread service penetration. Web interfaces, however, will not generally expose the directory functionality in the best possible way because seamless integration with desktop applications is difficult to achieve. Issues of secure access to the directory also arise, as it is difficult to authenticate a directory session if the user contact is established using HTTP.

LDAP will be used as the access protocol for standalone clients. These contrast to Web solutions in that interfaces developed in this way offer much greater scope for integration (it is possible, for example, to build directory clients that load directly into applications such as Microsoft Word), and are better suited to directory data management functions.

Internationalization is an issue that must be dealt with in all interface tools. Two major problems need to be solved:

How to cope with international character sets. Problems are most notable when searching the directory: how do you enter the name of the person you want to search for if your keyboard doesn’t support the characters present in her/his name?

How should semantically meaningful data be supported (i.e. text that can be translated such as “Export Desk” or “Switchboard”)?

This document examines these issues and proposes a set of solutions that can be used to implement and demonstrate an internationalized directory service.

Scope Statement

This document relates the internal project plan for user access to the EuroView service. The document should be read in conjunction with deliverables 4.1 EuroView Schema and 4.2 Service Design. 



�PART III

Glossary

ISO/IEC 10636

Specifies a multiple-octet coded character set, the UCS, that is applicable to the representation, transmission, interchange, processing, storage, input and presentation of the written form of the languages of the world as well as additional symbols. 

ISO/IEC 639

Specifies a set of language codes.

ISO/IEC 8859

8-bit character set encodings, ISO 8859-1, for example, represents the Western European Latin character set.

ISO/IEC 9995

Specifies standard for extended character input using standard keyboards.

LDAP

Lightweight Directory Access Protocol.

MAPI

Microsoft Mail Application Programming Interface.

UCS

A character set whose goal is to adequately represent all written language and represent all existing character data.

UTF-8 (8-Bit Transformation Form)

An 8-bit UCS transformation format (UTF), is a proposed form of encoding ISO/IEC 10646 character data from both UCS-2 and UCS-4 encoding spaces. Serves as a transformation format for Unicode character data.

Introduction

To date X.500 (and directory services in general) have suffered from a lack of widely available, well designed user interfaces. This is mainly attributable to the fact that development effort has been directed toward building system functionality and stability. The same can be said of deployment effort in the form of pilot and subsequent service projects.

Currently available user interfaces have often been developed in the public domain, and so lack the polish consistent with a marketable product. In other cases directory interfaces have been authored by a directory technology provider as part of an overall system solution. Here the access tool is often seen as secondary to the system itself, and no choice of user interface has been given to the purchaser. The level of sophistication present in the interfaces has, as a result, not been great.

Apart from this, the market for directory user interfaces is still relatively small (compared to that of, say, e-mail user agents). Little experience has been garnered from real world usage and fed back into further development. EuroView plans to stimulate design and development of directory interfaces by undertaking a three stage cycle of software prototyping. Each cycle will consist of user interface implementation, assessment of user acceptance and feedback of results into the development process.

The starting point will be the set of user interfaces already implemented by Brunel University. These include the PC-Pages MS Windows client and WLU, a World Wide Web to X.500 gateway.

User interface requirements that need addressing are:

Advanced and friendly database querying capabilities for the non-X.500 aware user.

Service accessibility for users with less powerful desktop machines.

High level of integration with existing applications, focusing on e-mail and address book software and then with other office applications.

Small scale data administration capability for the novice user.

Support for international use of the directory.

These are fairly general statements regarding the requirement for clients that can be used to search and update the directory in a user friendly way. Specific requirements, and the way they are resolved, will vary from platform to platform.

EuroView intends to provide several levels of client functionality corresponding to different classes of computer users. The intended access platforms are:

World Wide Web.

Standalone MS Windows directory user agent, possessing basic integration with the desktop.

Access clients fully integrated with the MS Windows desktop.

By implementing solutions for these three platforms it is hoped that EuroView developments will provide high functionality, leading edge applications on the one hand, and offer a high level of service penetration with less functional but more readily accessible services on the other.

Access Protocols

Two directory access protocols exist: DAP (Directory Access Protocol) and LDAP (Lightweight Directory Access Protocol). The DAP protocol forms part of X.500 proper. LDAP is a solution devised originally in order to enable directory access from machines regarded as being incapable of a running a full OSI stack. Whilst DAP has better functionality than LDAP and may be regarded as a cleaner interface, LDAP wins through as the protocol of choice due to ease of use and availability. Specific advantages to LDAP are:

LDAP implementations are freely available for all user level systems. DAP products are available, though freely available for (less targeted) UNIX systems only.

LDAP has a standardized programming interface, which eases cross platform development. Although a standard interface exists for DAP (the XAPI developed by X/Open), it is regarded as unnecessarily complex and unwieldy.

LDAP clients are now being written by industry giants such as Netscape and Microsoft. These clients will (by default!) be widely used.

In some instances use of a dedicated interface will be neither practical or even possible. It may be the case that a EuroView user site doesn't have the resource necessary to deploy a piece of software on all machines on the local network. Additionally, not all hardware platforms will be supported (e.g. Macintosh, VMS and some UNIX platforms). In these cases HTTP will be used as the service access protocol. The World Wide Web is a useful catch all as nearly every platform has a Web browser. Provision of a Web/X.500 gateway will mean that the EuroView service will be accessible from virtually all networked machines.

Use of the Web as access method is a lowest common denominator option and has certain drawbacks. The most important of these is that it limits possibilities for integration with other desktop applications.

Platforms

The directory is fundamentally a support service: its function is to improve and simplify existing services, primarily e-mail. Access methods should make this apparent from the user's perspective. The directory is not key to a user’s work, though it can and should have a strong supporting role. As such the directory interface should be something that is easily accessed and, ideally, seamlessly integrated with applications that can make use of the directory. Usage overhead (start up time, time taken to make a query, how quickly data can be transferred between applications) should be minimized as much as possible.

The diverse capabilities of software and hardware platforms in use makes the target of a high level of service integration for all users difficult to achieve. It is as important to have 100% service penetration and coverage as it is to provide advanced functionality. Obviously some choices have to be made with regards to how to make the service available to all users, yet balance this with the need to demonstrate what can be achieved with the directory service through the use of sophisticated user interfaces.

The issue of desktop integration is also non-trivial. Not all desktops or applications are capable of providing seamless integration. Many e-mail applications, for example, have proprietary interfaces used to communicate with address book applications. This is especially true of platforms that do not possess good or well used methods of integration. Older versions of Microsoft Windows and X windows (platforms which still represent the bulk of computing systems) are examples of this. Obviously it is not possible to provide individually tailored solutions for each different software platform in use.

EuroView thus intends to provide distinct access methods that, together, cover the following requirements:

Easy access, to ensure service coverage for as many users as possible. Easy in this case means that there is little or no installation effort required and/or make use of existing tools.

Directory interfaces that provide basic desktop integration (e.g. using cut and paste). This should allow a degree of integration with most tools.

Directory interfaces that provide advanced desktop integration.

The problem of service coverage is solved by using the World Wide Web as an access medium. A desktop system with a Web browser is a fairly basic configuration and this should be enough to access the EuroView service.

Native implementations will be limited to the most common platform currently in use: Intel platforms running Microsoft Windows. Most organizations use Windows 3.1 but are likely to make some movement towards Windows 95 and/or Windows NT in the next few years. The intention is that the Windows 3.1 platform will be used for general service deployment. Integration with existing applications will be limited, as tools on this platform are more likely to use proprietary techniques for communication between applications. Primitive (but still effective) integration can be implemented using the Windows clipboard.

Interfaces employing more sophisticated forms of integration will be reserved for the body of Windows 95 users, as the operating system has more well defined and widely used means of application integration. Developments are likely to use technology such as the MAPI (Microsoft Mail API) address book implementation layer.

� REF _Ref381685026 \* MERGEFORMAT �Table 3-1� lists the platforms targeted for interface implementation.



Platform�Estimated Coverage of User Pop.�Installation Effort Required?�Integration Method��Windows 3 (16 bit)�>75%�Yes�Simple (e.g. using clipboard).��Windows 95 (32 bit)�5%, growing.�Yes.�Advanced (e.g. using MAPI).��World Wide Web�>90%�No.�None.��Table � STYLEREF 1 \n �3�-� SEQ Table \* ARABIC \r 1 �1�. Service Access Platforms

Design Issues

There are four main design concerns for directory user agents in the EuroView project:

Querying. Search for an entry in the directory database.

Desktop Integration. Exporting data held in the directory to other applications, e.g. e-mail.

Data Maintenance. Update and management of the directory database.

Internationalization. Local language conversion and presentation issues.

Each of these represent user interface areas that are critical to acceptance of the user interface, and hence acceptance of the service itself. This section gives an overview of each of these issues, and the approaches planned to deal with them.

� EMBED Word.Picture.6  ���

Figure � STYLEREF 1 \n �4�-� SEQ Figure \* ARABIC \r 1 �1�. Locating Entries by Manual Navigation.

Searching

Locating directory data from the interface is obviously a critically important function. Directory searches should be quick, intuitive and efficient. The challenge is to ensure that the search process fulfils the functional requirement and still falls within the response times indicated in the EuroView User Survey.

At present most interfaces adopt a user driven ‘navigate and search’ strategy. Here the user occupies a notional ‘current position’ which corresponds to an entry in the directory. At each position the user is allowed to search for an entry below the current position, or browse through the data available at that point in the tree. � REF _Ref383248384 \* MERGEFORMAT �Figure 4-1� illustrates a basic search using this method. Though this approach does provide a mode of usage in which the user feels free to explore the directory and get used to the interface in a natural way, the process of locating an entry can become somewhat laborious and time consuming.

A recommendation that some interfaces use to automate the search process is that of the UFN, or “User Friendly Name”. Here a single search string is used as the basis of a query that undertakes a multi-step process like the one shown in � REF _Ref383248384 \* MERGEFORMAT �Figure 4-1�. The UFN string corresponding to that example is:

J Groom, CCTA, GB

The algorithm splits the string up into a sequence of purported names, where each purported name corresponds to one entry in the directory. The sequence of names (actually in the reverse of the order shown above) then maps to a series of search operations. These searches form a set of navigational steps, with the result of the previous search forming the base of subsequent search; taking the example, once the entry matching ‘GB’ has been found, search for ‘CCTA’, once that has been found search for ‘J Groom’.

UFN searches can be made relative to a specific point in the directory. If, for example, a search starts at the entry for an organization then it should be sufficient to enter a person’s name for the search to succeed. The relative UFN string for the search given above would simply be:

J Groom

UFN has the advantage that is easy to implement and, from the user’s point of view, fairly easy to learn after some initial use. There are some difficulties in that the search strategy requires UFN naming components to be entered in the correct order (i.e. the UFN  “CCTA, J Groom, GB” would not result in a correct match). Users of UFN interfaces may experience difficulty as a result of this, unless on-line guidance is given.



 � EMBED Word.Picture.6  ���

Figure � STYLEREF 1 \n �4�-� SEQ Figure \* ARABIC �2�. Form Search Dialog Box.



Another search method (a non-standard one this time) is the form based approach. Here the user is presented with a form (such as the one shown in � REF _Ref383249965 \* MERGEFORMAT �Figure 4-2�) and asked to fill in as much as possible. The search algorithm used is similar to that employed by UFN, but with a few key differences. The advantage this approach has over UFN is that the query is presented in a structured fashion, and in a form that is much more familiar to the non-initiated (users just fill in what they can and at the appropriate field). Also, as there is no explicit ordering of form fields, the directory user need not worry about getting this wrong.

The fields presented in a search form are typed, i.e. they apply explicitly to a certain attribute (in � REF _Ref383249965 \* MERGEFORMAT �Figure 4-2� the ‘Organization’ field refers to the X.500 attribute type organizationName). This property of the form search algorithm means that it is easy to alter the information types used to formulate a query. In the figure, it would be straightforward to exchange the ‘Name’ field for a ‘Job Title’ field. This change in the search semantic is especially useful as it allows all data held in the directory to be used as the basis of a search. Organizational role information and document keyword information are examples where this might be used.

Exporting Directory Data to the Desktop

Once the problem of locating data in the directory is addressed, the next step is to decide what applications will use what data, and how those applications can integrate with the directory. � REF _Ref391097486 \* MERGEFORMAT �Table 4-1� lists types of directory data against applications that are able to make use of that data. Looking at the table it is obvious that the directory can contain many attribute types that could be used in many different applications. The most important candidates for integration, though, are e-mail user agents, address books, contact managers and word processors. 



Data Types�Applications��E-mail address�Mail user agents, address books��Telephone number�Speed dialers, voice modem packages, address books��Fax number�Fax dial-up software, address books��World Wide Web URL/URIs�Web browsers��Postal Address�Word processors, address books��Table � STYLEREF 1 \n �4�-� SEQ Table \* ARABIC \r 1 �1�. Directory Data Usage





Ideally, the same underlying mechanism for integration would be used for each of the applications in question, thereby limiting the number of integration methods to one. This, however, will be difficult to realize, as client software is likely to require specific support for any integration mechanism (Microsoft’s OLE technology is an example of this). Efficiency gains can be achieved by implementing an integration scheme simply based on the clipboard (i.e. cut and paste). Though somewhat less elegant than other approaches this does have the advantage of being easy to develop and that most, if not all, existing applications can integrate in this way.

More functional and sophisticated approaches to directory integration must also be designed in order to promote the directory as a highly functional and useful service. Technologies that might be useful are:

ActiveDirectory. A Microsoft technology that provides a single interface to multiple directory services. Hooking X.500 services to this interface would mean that any applications using ActiveDirectory would also be able to access the EuroView directory.

MAPI. The Microsoft Mail API contains the notion of address book services. The directory can be interfaced to this and presented as an address book. Free implementations of MAPI address book providers exist. Any applications using MAPI (Microsoft Exchange for example) could then access the X.500 service.

Java. Java programs can access the directory via a set of publicly available LDAP bindings. Directory access software written in Java is accessible through any Java capable Web browser.

vCard� REF VER97a \* MERGEFORMAT �VER97a�. A vCard is an electronic business card intended to be used in all areas of PDI (Personal Data Interchange). Example applications are contact manager software, PDAs (Personal Digital Assistants), cellular telephones and alphanumeric pagers. The vCard format was originally developed by the multi-vendor Versit Consortium and is now managed by the Internet Mail Consortium. The technology has widespread industry support and is likely to become the most accepted specification for distribution of personal contact information.

Following more than one of the above technology paths could be advantageous: the more access methods are open to the user, the more useful and used the service will become. As well as developing new software to implement integration, EuroView should make as much use of available software as possible. The following directory access packages should be promoted as being EuroView ‘capable’:

Microsoft Outlook Address Book.

Microsoft Exchange Address Book Client.

Netscape Communicator Address Book.

Nexor LDAP MAPI Address Book Provider.

In the first phase of development EuroView software will implement integration functionality built on clipboard functionality and vCard. In the second and third phases, software should be developed that attempts to bind a set of popular office applications to the X.500 directory service.

Data Maintenance

Most directory data modification will consist of bulk loading or bulk updating from external sources such as payroll data or internal telephone books. An additional requirement is the need to be able to perform minor changes to the database, be it modification of an existing entry or addition of a new one. This type of functionality is needed to keep the directory up to date with everyday changes to data, e.g. due to movement within an organization, when new staff arrive and leave. Such “one shot” changes are vital to the integrity of the directory database, especially when bulk updates are not made regularly.

The specific operations that the interface would need to support are:

Authenticate to the directory as a specified user (in order to gain the authority required for directory update).

Modify selected attributes in a given entry.

Delete a specified entry.

Add a new entry.

Updates of this kind are likely to be performed by administrative, rather than systems, staff. As such the interface has to be as user friendly as possible. The following sections discuss ways in which specific functionality can be made easier to use.

Modifying Entries

The responsibility for management of directory data is likely to be distributed over a number of people. It is quite possible that e-mail address information will be managed by systems administrators, whereas other information, such as role or telephone information, won’t. The entry modification facility of the management interface should be configurable on the basis of the attribute set presented to the user, as different subsets of the data held in each directory entry will be managed by different people.

Adding Entries

Much of the content of a directory entry is standard and can quite easily be supplied through a set of defaults. The objectClass attribute is the most obvious case - other examples are attributes postalAddress, telephoneNumber and facsimileTelephoneNumber. Where a common value for an attribute exists this value can be supplied as a default at creation time, thereby avoiding the need for the directory administrator to enter the same value repeatedly. A further step can be taken by hiding those attributes that the administrator has no need to be aware of. The objectClass attribute is required by the system and not intended for human consumption. Entry data may need to be hidden or defaulted for other reasons. Access control information is very complex, but may be a necessary component of any newly created directory entry. Providing defaults for this information means that the person creating the new entry need have no knowledge of it.

Default values can be applied using a system of templates, where each class of entry being created has a corresponding template. The template should store the following pieces of information:

The object class value.

The naming attribute.

Attributes that are prerequisite to the entry being created.

Default attribute values for common data.

Internationalization

There are two main hindrances to true international use of the directory service: the way in which the directory is queried, and the way in which any retrieved data is presented to the user. Querying the directory is problematic when searching data consisting of one character set when the directory user is sitting in front of a incompatible national keyboard. How do you do enter a query string for someone with surname ‘Müller’ when sitting at an English keyboard? This is a problem of character sets and how to map between them. Similarly, how can the directory service deal with the language mapping: how do you search for the ‘Export Desk for Spain’ in a UK trade administration if your primary language is Spanish?

Somewhat less problematic is the presentation issue. If any non-naming text is present then this should be presented in the local language. As most information contained in the directory is likely to be naming information or information with a universal representation, e.g. telephone numbers, postal addresses and e-mail addresses, this is not an overriding issue. Where the language translation does become an issue is in descriptive information (such as the ‘Export Desk for Spain’) and in attribute type names.

Internationalization in X.500 1993 and LDAP

The 1993 version of the X.500 standard offers little support for internationalization of directory services. Information consisting of characters outside of the ASCII set can be stored using the encoding specified in CCITT recommendation T.61, which, unfortunately is as far as specific support for internationalization extends!

There are a number of problems. Firstly T.61 is an old and somewhat outmoded standard (in fact only X.500 and X.400 make use of it today). Fonts available for common systems conform to either ISO-8859 or Unicode rules. Whilst moves are afoot to switch from T.61 in the next version of LDAP, no such change is currently envisaged in the X.500 standard.

It is therefore necessary to implement procedures that convert between T.61 and other forms of character encoding. In this way T.61 is reduced to the role of a storage rather than presentation encoding.

Internationalization in Future Versions of X.500 and LDAP

Proposals exist for a system of attribute tagging, where an attribute value can be associated with a context value (in effect another attribute type and value). The context can be used to specify a locale or language identifier. The context can then be used to either select values of a given language (if present), or limit search operations to use attribute values of a specified language for matching purposes. Language identifiers will be derived from the ISO-639 language naming scheme.

This proposal is tabled for publishing as part of the 1998 version of X.500. Assuming that the new version arrives in one years time, the likelihood of an implementation appearing within the lifetime of the EuroView project is, unfortunately, vanishingly small.

Version 3 of the LDAP protocol contains some important internationalization features. Attributes containing extended character sets will be based on the Unicode UTF-8 syntax (a subset of ISO-10646). 

Language tagging has also been tabled for the next major revision of LDAP� REF wah97a \* MERGEFORMAT �Wah97a� (version 3). The LDAP mechanism though similar in concept to the X.500 mechanism described above, does not correspond as far as DUA implementation is concerned. There are two differences:

The tagging mechanism is based on an ‘attribute description’ (where an attribute description consists of the attribute type and a language tag) rather than tagging explicitly on a per attribute value basis. Examples of attribute descriptions (together with values):

CO;lang-de: Deutschland

CO;lang-en: Germany

The language codes used are not based on ISO-639, but on the Internet originating language code specification RFC 1766.

Interim Mechanism for Language Selection

Given that the context based solution to language selection will not be available for a while, an interim solution is needed to satisfy the requirements of the EuroView project. Whilst in theory it would be possible to extend EuroView DSAs to handle the proposed context mechanism, this would be a difficult task to undertake given the relative complexity of the server software. In the long term, however, this is the correct solution to adopt. For practical purposes a simpler interim solution will suffice to demonstrate an internationalized directory in operation.

The approach taken by EuroView will be a simple tagging mechanism based on suffixed language identifiers. The identifiers used will be based on ISO-639 language codes. New types will be defined to handle attributes containing alternate language values, with data formed from the local language held in the standard attribute types. The newly defined internationalized attribute types will be mapped to the standard set on a one to one basis, for example the attribute description would  have a corresponding internationalized type intl-description. The syntax used to store values in international attributes will initially be T.61 string, as code to support this exists. In the long term it would certainly make sense to implement the Unicode encoding for the storage of extended characters in the directory.

The following example shows what the organization name attribute for the EuroView user organization MAP might look like:

OrganizationName= Ministerio de Administraciones Públicas�intl-OrganizationName= Ministry for Public Administrations $ EN�intl-OrganizationName= Ministerio de Administraciones Públicas

The example shows the local name, in Spanish, in the standard attribute (organizationName), with an English translation held in the internationalized version of the attribute (intl-organizationName). The internationalized attribute duplicates the native language value for uniformity. An attribute in each internationalized entry should contain the language code of the local language, so that the directory interface can ignore internationalized data when the user is native.

In this scheme, searches can be filtered on language specification by adding a single match component to the overall request: match trailing substrings with the string “$ XX”, where “XX” is a language code. 

This method has the following advantages:

The method is additional to X.500, so the protocol itself is not modified. No extra code is required in existing DSA or DUA implementations in order for them to function as they do now.

The additional programming requirement to implement the internationalized behaviour is limited to DUA software. Avoiding the need for changes in DSA software makes sense from service and interoperability points of view.

The context tag based approach proposed for X.500 1998 would, as far as the user is concerned, behave in the same way.

There are a few disadvantages to this approach:

Trailing substring or exact matches implemented in existing DUAs will need to be modified to work on internationalized attributes in order to account for the tag component.

In order to select language specific values from an entry, the DUA will need to retrieve all values, and then have the extra burden of filtering out those not required (i.e. of other languages) itself. This should not have an overly adverse effect on DUA performance as the amount of internationalized data contained in a single directory entry should not be great.

Any solution based on data encoded with a string representation is not clean, and not completely within the spirit of the X.500 standard.

Despite the disadvanatges, EuroView regards this as an adequate approach for the sole purpose of demonstrating an internationalized service.

The attributes defined will take OIDs (object identifiers) from an arc local to Brunel University. The internationalized schema will be specified in an updated version of the EuroView schema document.

Match Rules Across Character Sets

Standards exist for the entry of all Latin characters foreign to a given keyboard (ISO 9995-3). Most users, however, are unlikely to be aware of the methods prescribed in this standard (assuming that the computing platform supports them in the first place), so these are unlikely to help a great deal in cases where non-local character entry is a requirement. Even when the problem of extended character entry is solved, the issue of matching (the ‘Müller’ versus ‘Muller’ example again) is still problematic, as the probability of a local user knowing the exact characters that a target attribute value consists of are slim, especially when a name has been passed on by word of mouth. This represents a significant hindrance given that character matching in X.500 searches is exact, i.e. the character ‘ü’ is not considered equivalent to the character ‘u’. EuroView proposes to relax this rule and, in certain cases, ‘demote’ characters (according to a character equivalence table) during the match procedure to simplify matching. This adds some guessability to searching across international data - if the user enters ‘muller’ as a search string then any data contained in the directory that the DSA attempts to match against will be demoted to a base value (so  ‘ü’ would be demoted to ‘u’).

Character demotion should not always occur. If a user enters ‘Müller’ then it should be presumed that the intention is for the search to proceed using the extended characters supplied as is. The character equivalence rules should be sensitive to the input, so that characters in the search database can be demoted to match characters in the search string, but chararacters in the search string should not be demoted to match characters in the database.

Additionally, where possible common substitutes should also match. The character grouping ‘ue’ is often used as substitute for the character ‘ü’.

Three match algorithms can be used for searching: exact, substring and approximate (the approximate match algorithm is not defined by the standard). This proposal will apply to substring and approximate match algorithms. This renders the substring search non-standard, though this should not adversely affect the function of existing DUAs. 

World Wide Web Access

Access to the directory service via the Web will be achieved using a Web gateway. The first implementations will be based on the currently available WLU gateway. The gateway acts as a Web server, but only responds to queries of a specific format (i.e. those that are directory related). The queries are then converted to an appropriate and corresponding action. For example if a URL specifies a UFN search, then that search is performed by the gateway (contacting any DSAs it needs to in order to satisfy the request) and once the query completes, an appropriate HTML page is sent back to the originating Web browser.

Three types of page are returned by the gateway:

Entry display. Selected contents of an entry. Some attributes may be presented as selectable hot links.

Browse or search result. A list of entries as returned by a browse or search operation. The entries are listed with limited information as appropriate (e.g. a telephone number or e-mail address if the entry is a personal one). Each entry is selectable to display its full contents.

Relative search. A page that implements a search relative to a given entry. If the user has browsed to the entry for Spain, then the relative search page will allow the user to search for entries below Spain.

Central servers will run at each of the EuroView partner sites. Where appropriate users will be encouraged to run a WLU gateway locally. 

The Web approach to service access has the following advantages:

The search page can be integrated with an organization's existing Web pages and be made to conform with local style regulations.

If a Web browser is already available, no further software needs installing on user machines.

Non-service (external) users can use the Web gateway to query an organization's data.

The Web service will be a search only interface. Some integration effort will be made, but the interface will not be tightly bound to other desktop applications.

Searching

The current incarnation of WLU implements the UFN search algorithm. Though adequate in terms of functionality, some users have found this approach difficult to grasp. Knowledge of the directory is required in order to be able formulate searches as well as possible. Future versions will support the form search outlined in section � REF _Ref391118241 \n �4.1�.

Basic Integration

Basic integration will take place using standard HTML directives, and will appear as standard Web hyperlinks. Attributes that can be hyperlinked are listed in � REF _Ref391965855 \* MERGEFORMAT �Table 5-1�:



Attribute Type�HTML Directive�Action��Rfc822mailbox�mailto�Calls compose window in locally tailored mail user agent.��LabeledURI�href�Implements a hot link.��Audio�href�A hot link which can be configured to execute a local audio application.��JpegPhoto G3fax�href�A hot link which retrieves a standalone image.�� Table � STYLEREF 1 \n �5�-� SEQ Table \* ARABIC \r 1 �1�. Attribute Types and Associated Web Browser Actions



Further Integration 

The EuroView Web/X.500 gateway will support vCard by implementing directory entry to vCard conversion functionality.

Desktop Applications and the Directory

Standalone clients are preferable to Web clients as access method because the options for display of directory data are less limited and there is greater possibility for providing a seamlessly integrated desktop service. In addition it is much easier to authenticate a person over a ‘real’ directory connection than it is to authenticate a person over an HTTP connection. This in turn makes standalone directory clients better suited for management of directory data.

Integration with application software is much easier to achieve with standalone applications, especially if they possess program level interfaces. ‘Add-in’ programs for the Microsoft Office suite are one such example. An add-in is a extension program that can be loaded into any of the Microsoft Office applications, and which acts as if it is part of the application. The add-in concept is similar to that of plug-ins in World Wide Web browsers. Add-ins can be used to implement application friendly interfaces to the directory.

E-Mail User Agents

Most e-mail interfaces provide some form of address book. This tends to be access to a machine local or organization local database, corresponding respectively to a personal address book or an enterprise wide one. The directory improves on this by providing access to global as well as local data. In an ideal model the user would use a local address book as an address ‘cache’, using it to store regularly used contact information. The directory could then be used to populate the address book and to access less frequently used data. This, in fact, is the model adopted by newer address book facilities, such as those contained in the upcoming Netscape Communicator suite and in Microsoft Outlook Mail. However, the LDAP directory interfaces provided with both of these address books are somewhat limited in that they only permit LDAP searches through a single organization (the design assumption here was that directory services would be made available through service providers such as Bigfoot and Four11, where a global directory database is held under a single search point, and not in the hierarchical X.500 style). This means that these directory interfaces can not easily be used to search through all organizations forming the EuroView service, or indeed through any remote data. Further work is needed in order for the EuroView directory to be able to properly co-operate with the e-mail software mentioned.

It is proposed that the EuroView desktop directory client should support a number of address book implementations. Ideally, this will be a two way facility, where the EuroView client can export data to the address book, or alternatively can be invoked from the address book application as the directory look up component. The EuroView client will interface to the Netscape and Microsoft address books as the base implementations.

Add-in applications for Netscape Messenger and Microsoft Outlook will be considered if resources permit. Add-ins will provide global search functionality. The results from the search can then be fed into the appropriate local address book, or used to generate a recipient mail address when composing a message.

Similar work may be undertaken in order to integrate with software currently in use at EuroView user sites. HP OpenMail is a potential candidate.

Further Integration

The main thrust of development will be towards integration with e-mail user agents. Once this work is near completion consideration will be given to other applications that may benefit from use of the directory service. This area of development is considered to be ‘treading on new ground’. As a result much of the work will be of an experimental nature in terms of technologies used, development of novel approaches and to user perception of the directory.

Development effort can be categorized as follows:

Provide general interfaces to ensure wide coverage

Provide specific interfaces to popular office packages.

Research more advanced use of the directory.

Common integration will be implemented using existing interfaces. These are likely to involve technologies such as Microsoft’s ActiveDirectory and/or MAPI address book layer. Generic implementations such as these will provide core access to applications requiring support from the directory. 

Office Applications

Specific mention was made in the EuroView user survey of the requirement for directory services to be integrated with word processor packages. To some extent this can be provided for by implementing a generic access package; Microsoft Word, for example, has an in-built method for inserting addresses from local address books known to Windows (i.e. those configured using MAPI). However, the user interface provided is very much oriented toward locating an entry in a database with a flat structure, making it difficult to layer the multi-level X.500 directory beneath it (a similar problem exists for directory tools within e-mail user interfaces, see section � REF _Ref392926241 \n �6.1�). Whilst it might be possible to ‘mould’ the directory service to the address book model, this is not desirable as it would have the effect of limiting search and browse functionality. To expose the full capabilities of the directory it may be necessary to develop application specific interfaces that integrate with the parent application at the top, and access the directory directly at the bottom. In this way a better level of integration is achieved without loss of functionality.

EuroView will commit to developing and deploying at least one application interface; an add-in to Microsoft Word 95. The utility will provide the ability to locate entries in the directory and insert selected attribute data (such as postal addresses) as base functionality.

Novel Uses of the Directory

The directory can be used to store information about any entity, anything from people and organizations to computers and the software that runs on them. As such it can be regarded as fairly a flexible service with the scope to support functions and applications beyond the personal White Pages services already described. Some of the applications that the directory could help to support are:

Document storage.

User location services.

� EMBED Word.Picture.6  ���



Figure � STYLEREF 1 \n �6�-� SEQ Figure \* ARABIC \r 1 �1�. Multimedia Telephone System Architecture

As part of its user interface development, EuroView will research novel uses of the directory. Implementation effort will concentrate on one application, in order to produce a demonstration service within the lifetime of the project. The application selected is a session manager for multimedia communication� REF Fin96a \* MERGEFORMAT �Fin96a� (e.g. point to point video conferencing). The session manager will use a protocol for retrieving and managing a user’s location information. The location information will either be held in the directory itself, or retrieved from a location agent referenced in the user’s directory entry. The location information returned could be described as the user’s current ‘communication capabilities’. If a user is currently in his/her office, then one of their communication capabilities is to be reached by telephone, on a particular telephone number. If that person has a video conferencing unit at hand, then an additional capability is the protocol used (e.g. Intel ProShare, Internet multimedia, etc.), and it’s contact address (a telephone number in the case of ProShare, and Internet address in the case of the latter). � REF _Ref392995195 \* MERGEFORMAT �Figure 6-1� depicts the architecture of the system.
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